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Abstract. Controlling potato plant diseases is crucial in agriculture because dis-
eased plants can result in a significant loss in crop production. Farmers currently
use manual visual inspections to classify potato plants that are diseased with the
potato virus Y. This paper shows the feasibility of using RGB images to auto-
mate this process. A small dataset of potato plants pictures was acquired from
an outdoor potato field and annotated with polygons to denote the location of the
leaves. VGG16 and ResNet50, two convolutional neural networks, were trained
to classify individual leaves. Additionally, experiments were conducted by chang-
ing the brightness of the images during training. This was done to counteract the
different illumination levels present in our dataset. ResNet50’s best performing
experimental setup achieved an accuracy of 0.77, while VGG16 achieved an accu-
racy of 0.70. In general, classifiers with brightness augmentations outperformed
other setups. Examining the class activation mappings of shallow layers revealed
a focus on either the margins and midrib or the overall texture of the leaf. This
corresponds to the characteristics used by domain experts who concentrate on
colour and mosaic patterns on the foliage.
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1 Introduction

In agriculture, controlling potato plant diseases is essential since infected plants could
result in a large loss in crop production [1,2,3]. Hence, accurate disease diagnosis is
necessary because it can save farmers time, cost, and effort [4,5]. Inadequate disease
management can also have major economic consequences, such as food deprivation.
Consequently, this leads to insecurity in society and affects the economic prosperity of
a country [6,7].

Currently, the identification of diseases in potato plants includes manual visual in-
spections by farmers. These farmers search for visual disease indicators based on their
knowledge and experience. One major drawback of these techniques is that they are
time-consuming and prone to human error, which could lead to inaccurate classifica-
tions. However, in the Netherlands, the problem is even more pronounced, as the agri-
cultural sector faces a growing shortage of personnel [8,9]. In general, automating these
visual examinations could prove invaluable.
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Recent developments in deep learning and computer vision have been proven ben-
eficial for detecting early and late blight potato diseases [10,11,12,13]. However, one
of the most economically damaging viruses is potato virus Y (PVY) [14]. Classifying
PVY is more complicated because the indicators are subtle. The U.S. Plant Health In-
spection Service (USDA) describes PVY symptoms as a mosaic pattern on the leaves
[15]. This mosaic can be seen in a green and yellow variant, although it can also be
expressed in the wrinkles of the leaves; see Figures 1a and 1b.

(a) Healthy Fontane
(PVY dataset)

(b) Potato Virus Y Fontane
(PVY dataset)

(c) Early and late blight
(PlantVillage dataset)

Fig. 1. Potato Plant Foliage: (a) An example of a healthy potato plant. (b) An example
of a Potato Virus Y diseased potato plant. (c) Early and late blight diseased leaves.

Present-day research on classifying PVY diseased foliage primarily employs hyper-
spectral imaging [16,17,18]. Unfortunately, these studies do not yield a cost-effective
solution because hyperspectral cameras are expensive. In addition, it has been shown
that different potato plant cultivars may respond differently to PVY infection [19]. This
could manifest itself in different visual indicators depending on the potato variety. Evi-
dently, this poses generalisation challenges for previously developed models.

The goal of this research is to define a deep learning methodology for classifying
Fontane cultivar potato plants as healthy or PVY. This study also provides an important
opportunity to advance the understanding of PVY’s visual indicators. There is a growing
body of literature that recognises the importance of so-called Explainable AI (XAI)
[20,21]. This area of research can aid the communication between domain experts of
different fields. In this research, XAI techniques will be used to determine whether the
learnt features match the indicators used by experts in the field of agriculture to build a
mutual understanding of the results.

This leads to the following research questions:

– What is the performance of classifying PVY in potato plants using RGB data?
– What relevant information can we extract from the learnt features?

The importance and originality of this study is that it explores the use of RGB data
as opposed to hyperspectral data. To the best of our knowledge, we are the first to
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classify PVY solely on the basis of RGB data. In contrary to other research focusing
on images made under lab conditions. Furthermore, understanding the link between the
learnt features and indicators used by domain experts will aid farmers in establishing
trust and confidence when applying this methodology in practice.

2 State of the art

Convolutional Neural Networks (CNNs) [22] are special deep learning models that have
shown superior performance on image data [23]. Formally, given N images In ∈ X
and corresponding targets tn ∈ Y , image classifiers try to estimate a desired mapping
f : X → Y . When CNNs are used, this mapping is commonly estimated using a su-
pervised learning approach. This revolves around obtaining a so-called annotation set
Z = {(I1, t1),(I2, t2), ...,(In, tn)} ⊂ X ×Y which is used to supervise the process of find-
ing a mapping h : X →Y such that h(In)≈ tn ∀n = 1,2, ...,N. However, these supervised
algorithms require Z to have a sufficiently large cardinality to be trained effectively.
Hence, acquiring an annotation set is one of the most laborious steps in this approach.

Despite the effort required to obtain an annotation set, a plethora of supervised
studies can be found exploring the classification of early and late blight diseases in
potatoes. This over abundance of studies on blight diseases is mainly due to the publi-
cation of the PlantVillage dataset in 2015 [24]. In this laboratory-based dataset, RGB
images of healthy and diseased foliage from a variety of crops are included. Regard-
ing potato crops, this dataset includes 1000 images of early blight, 1000 images of late
blight, and 152 healthy images. Early and late blight diseases are associated with visu-
ally well discernible indicators, such as, circular dark brown spots and oily-appearing
blotches on the leaves [25,26] (see Figure 1c). These clear visual features could explain
why CNNs, such as VGG16 [27] and DenseNet [28], have shown high accuracy scores
(97.20 - 99.83) [10,11,29,30]; even though the dataset is rather small. However, since
this dataset is laboratory-based, these models fail to generalise to natural environments
with diverse backgrounds.

Research focusing on blight diseases in natural environments with complex back-
grounds is a recent development [31,12,32]. These studies mostly create their own
dataset by taking RGB photos of potato plants with drones [12] or high resolution
cameras [31]. Some studies have even started to define multistage methodologies by
combining image classification with object detection. For example, [12] proposed using
YOLOv5 object detection [33] to extract leaves from potato plants, followed by a cus-
tom CNN architecture to classify each leaf individually. On the contrary, other studies
have also compared common CNN classification architectures, such as ResNet50 [34],
VGG16 [27], and Inceptionv3 [35], for the classification task [31,36], with VGG16
showing the best overall performance. Although the accuracy scores of these studies
are typically above 95%, no fair comparisons can be made with our approach since
their models are tested on datasets with dissimilar cultivars, diseases, and environmen-
tal conditions. This research will determine whether the method of using VGG16, as
proposed in [31], also generalises to PVY classification.

As of now, most publications on PVY classification rely heavily on hyperspectral
imaging. This is primarily because hyperspectral cameras have demonstrated a high
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potential for detecting plant diseases in general [37]. That is, pathogen-induced modifi-
cations to a plant’s biological structure can be measured by hyperspectral cameras [38].
A multitude of studies have used these insights successfully to classify PVY with ma-
chine learning techniques. For instance, in the past, SVMs have been used successfully
for this task [18]. Later, the effectiveness of fully convolutional networks was exem-
plified [17], and recently the use of standard densely connected multilayer perceptron
models has been demonstrated [16]. All of these studies show promising results with
accuracy scores between 89% and 91%.

Nevertheless, limitations arise when considering these hyperspectral studies. First,
hyperspectral sensors are expensive and therefore do not yield a cost-effective solution.
Second, in these studies, data is either lab-based [16] or required a big enclosure to hide
ambient light [18,17]. In contrast, this study will explore the feasibility of using only
RGB data, which allows for more cost-effective and less sophisticated vision setups.

Aside from classification architectures, another factor to consider is how relevant
information can be extracted from the learnt features. Special attention is required since
the differences between target classes are so subtle. Regarding CNNs, a particular tech-
nique called Class Activation Mappings (CAM) [39] became prominent in 2016. This
technique exploits the spatial information preserved in the CNN layers by taking a
weighted sum of the final convolutional layer’s output. This results in a 2D activa-
tion map that can be upsampled so that it can be superimposed on the original image.
Unfortunately, the CAM paper imposed constraints on the CNN architecture in order to
determine the weights of the sum. In 2017, a follow-up research introduced a method
known as GradCAM [40] that, by utilising gradient information, generalised the CAM
approach to work on any CNN architecture. In this paper, the term “CAM” will be used
in its broadest sense to refer to GradCAM output, not just the algorithm described in
the 2016 introductory paper.

Currently, GradCAM has two main applications in CNN-based plant disease clas-
sification studies. The first area focuses on whether CAMs can be used to localise dis-
eased regions. For instance, [41] uses a CNN classifier, trained on the PlantVillage
dataset, to show that GradCAM++ [42] can be utilised to successfully localise diseases
on plant foliage. The second area focuses on verifying that a model is not overfitting.
This is done by determining what image characteristics a model is inclined to extract.
For example, a comparative study researched, using a series of classification experi-
ments on fruit plant foliage, that CNNs can successfully extract texture, shape, and
disease characteristics from leaf imagery [43].

Interestingly, [43] evaluated the feature extraction capabilities not only by generat-
ing CAMs on the final convolutional layer but also in its intermediate layers. Evidently,
fine-grained features such as textures are primarily extracted in the early stages of a
CNN. The study examined the VGG, GoogLeNet, and ResNet architectures, conclud-
ing that ResNet models yielded the best results. In view of these findings, we also
investigated the classification performance of the ResNet50 architecture, in addition to
VGG16. Moreover, because the differences between our target classes are subtle, we
will utilise this approach of creating CAMs at intermediate layers.
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3 Materials and Methods

This section will discuss the materials and methods that were used throughout this study.
This includes the dataset, classification models, evaluation metrics, and XAI techniques.

3.1 Data Collection

A balanced dataset of high resolution (4000 × 6000 pixels) potato plant images was
acquired at the NAK, the Dutch general inspection service for seeds and seedlings of
agricultural crops. NAK has special fields with an even distribution of PVY and healthy
potato plants to train their inspectors. The photos in this dataset were taken under differ-
ent lighting conditions with the camera located above the plant, as can be seen in Figures
1a and 1b. Other camera angles, such as from the side, were also tested but posed chal-
lenges when the plants were in their later stages of development. Plant branches, for
example, became entangled, making it difficult to photograph plants in isolation. The
ground truth labels, healthy or PVY, were created for each plant by a domain expert.

In order to assist in the classification task, the location of the leaves were manually
annotated in pixel level (see step 2 in Figure 2). Comparable to [31], the CNN classi-
fier will be trained on images of individual leaves rather than images of entire plants.
Since the dataset only contains ground truth labels per plant, all leaves in a plant are
considered to be of the same class. Table 1 gives an overview of the number of healthy
and PVY plants in this dataset including the number of annotated leaves. To clarify, not
all leaves of a plant are actually annotated. It was decided not to include leaves that
were out of focus or heavily obscured by other leaves. When considering such leaves
in isolation, there would probably not be enough texture information to classify them
accurately. Despite the dataset’s limited size, with 1106 annotated leaves, we argue that
this is sufficient to demonstrated the method’s feasibility.

Table 1. Potato Virus Y Dataset: Overview of the acquired dataset in number of potato
plants and number of leaves annotated.

Total Train Val Test

Fontane Healthy 12 6 3 3

#Annotated leaves 550 253 75 183

Fontane PVY 12 6 3 3

#Annotated leaves 556 253 82 191

The plants were divided into three distinct sets: train, validation, and test set. Since
the classifiers are trained on the individual leaves there should be roughly the same
number of healthy and PVY leaves in each set. However, to avoid bias, we did not
want leaves from a single plant to be distributed across multiple sets. Unfortunately,
randomly splitting all the leaves of all plants would violate this constraint. Therefore,
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the plants were manually divided among the three sets. Decisions were based solely on
the number of leaves; the photos of the actual plants were not inspected.

3.2 Data Processing

Two main issues arise when our dataset is used directly to train a classification model.
First, when ‘tiling’ images into all their individual leaves, these tiles do not have equal
size. As a result, batch learning is not possible. Second, the dataset is relatively small
in comparison to the complexity of the task. This could yield a poor generalisation on
new data. To address these problems, a data processing pipeline is created as depicted in
Figure 2. The structure and functions of this pipeline will be explained in the following
subsections.

Fig. 2. Data Processing Pipeline: (1) The raw images (4000×6000 pixels) acquired as
described in section 3.1. (2) Images were annotated with polygons to indicate the loca-
tion of the leaves. (3) The images were tiled into all their individual (annotated) leaves.
(3a) The background in the leaf tiles was optionally removed. (4) The size is adjusted to
512×512 pixels to allow for batch learning. Three main approaches are experimented
with, namely, pixel interpolation, border reflection, and padding pixels.

Leaf extraction In step 3, all potato plants are tiled into their individual leaves. Com-
pared to using the entire plant as a single training image, this should assist a CNNs
ability to extract the texture of the leaves. In addition, because each leaf can be used as
a separate data point, this step also addresses the problem of dataset size. In this paper,
this leaf extraction procedure will be referred to as ‘instance tiling’.

Formally, instance tiling can be achieved by using the instance segmentation mask
from step 2. Given an image I ∈ Rh×w×3, a mask M ∈ Rh×w, and a leaf indicated by a
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pixel intensity p ∈ R, we can find the index set Sp = {(y,x) | Myx = p} were (y,x) are
coordinates in M. A bounding box for this leaf can be specified using Equation 1. This
bounding box can be used to slice the image I into a new image I′ ∈ Rh′×w′×3 where
h′ = y2− y1 and w′ = x2− x1.

y1 := min{y | (y,x) ∈ Sp} y2 := max{y | (y,x) ∈ Sp}
x1 := min{x | (y,x) ∈ Sp} x2 := max{x | (y,x) ∈ Sp}

(1)

Background removal The background of the extracted leaves could be seen as a source
of noise in the images. Fortunately, based on the polygon annotations, this background
can easily be removed, see step 3a of Figure 2. Borrowing definitions from the previ-
ous section, let I′ and M′ be slices of the image and segmentation mask respectively.
And let p denote the pixel intensity of a specific leaf in M. Then, M′ is converted to
a Boolean matrix such that the entries are given by Equation 2. Background removal
can be achieved by evaluating Equation 3, where ∗ denotes element-wise multiplication
broadcast over all colour channels of I′. To determine whether background removal is
effective, this research will perform experiments with and without this procedure.

M′
yx :=

{
1 M′

yx = p
0 M′

yx ̸= p
(2)

I′removed background := M′ ∗ I′ (3)

Size adjustment As stated earlier, the instance tiling approach results in tiles of differ-
ent sizes. This prevents batch learning since the images cannot be stacked in a tensor.
Therefore, in step 4 of Figure 2, the size of the tiles are adjusted to 512×512 pixels.
However, there are several methods to achieve this, such as pixel interpolation, border
reflection or padding the image with a constant. Yet without empirical data, it cannot be
determined which method will produce the best results. In this study all three methods
will be compared.

The annotations of our dataset also include relatively small leaves. Adjusting the
size of these tiles would probably negatively impact the performance of the classifier.
In addition, the level of detail in these tiles would likely be insufficient to discern any
pattern on the foliage. Therefore, based on the annotations, leaves with a polygon area
less than µ − σ are discarded. Here µ refers to the mean over all the leaf polygon
areas, and σ equates to the standard deviation of these areas. Assuming that the areas
are normally distributed, 31,73% of the leaves are further than one σ away from µ .
However, since we only disregard the small instances, not the bigger instances, this
process would disregard 31,73% ·0.5 = 15,9% of the total number of leaves.

Data augmentations After preprocessing the images, as described in Figure 2, data
augmentations were utilised. Deep learning models require iterative training which in-
creases the likelihood of overfitting when using a small dataset. To artificially increase
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the train set size, transforms are applied to each image probabilistically at each iteration.
The following techniques were all applied with a 50% probability:

– Rotating the leaves between -25 and 25 degrees.
– Horizontally flipping the leaves.
– Vertically flipping the leaves.
– Value shifting in the HSV colour space where the V is shifted on the intervals [0,

0], [-25, 25] or [-50, 50].

Value shifting in HSV color space is explored since the dataset contains images at
various lighting conditions. Only the value channel was changed to artificially alter the
brightness; the hue and saturation remained unchanged since colour differences might
be important for classification. Multiple interval configurations are evaluated because,
without empirical data, the effects on the discernibility of healthy and diseased leaves
cannot be determined.

3.3 Classification models

As described in the state-of-the-art section, a variety of CNN architectures are used
for potato plant disease classification. This research will compare the VGG16 and
ResNet50 architectures. VGG16 models have consistently shown accurate results and
good generalisation for classifying early and late blight diseases [31,36,22]. While
ResNet50 models did not outperform VGG models in comparative blight based studies,
they performed exceptionally well in a study evaluating leaf texture extraction capabil-
ities [43]. This skill could prove invaluable for PVY classification.

VGG16 In essence, VGG models [27] are an evolution of the AlexNet architecture
[44] from 2012, which emphasised deepening network designs. The VGG architecture’s
goal was to increase the number of layers while decreasing the number of parameters. It
achieved this by stating that a stack of three convolutional layers with 3×3 kernels (with
stride 1) have the same effective receptive field as one convolutional layer with a 7×7
kernel. Evidently, assuming one colour channel, three 3×3 kernels require 3 · 32 = 27
parameters, whereas a 7×7 kernel requires 72 = 49 parameters. The last three layers
of the network are fully-connected layers, the last layer was modified in this study to
perform a binary classification of PVY or healthy.

ResNet50 The ResNet architecture [34] introduced so-called residual connections that
are commonly referred to as skip or shortcut connections. The ResNet paper stated that
deep networks should always be able to get the same performance as shallow networks.
This claim was supported by the fact that a shallow network can easily be extended with
identity layers to increase depth. Given this contrived example, the authors proposed to
let stacked nonlinear layers fit a mapping F(x) :=H(x)−x where x is the output from
the previous layer and H(x) equates to the desired mapping. Given F(x), the desired
mapping can then be calculated as H(x) := F(x)+x. Meanwhile, this would make the
network no longer a simple stacking structure. The last layer in the network is a fully-
connected layer that, as mentioned earlier with the VGG16 network, has been altered
to perform binary classification.
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3.4 Hyperparameters

For this study, multiple CNN architectures and algorithms are employed, which demand
the specification of hyperparameter values. Regarding the training procedure, gradient
descent requires a loss function to determine the performance of a model depending on
the ground truth labels. For this binary classification problem, the cross entropy loss
function, see Equation 4, was utilised for all models. In this equation p(x) is a function
that returns the ground truth label and q(x) is the network’s prediction.

Cross Entropy Loss(p,q) =− ∑
x∈classes

p(x) · log q(x) (4)

The gradient descent algorithm knows many variants which speed up convergence,
in this study the Adam algorithm [45] was employed with an initial learning rate of
10−4. Learning rate decay was applied to decrease the learning rate once learning stag-
nates. Formally, when the training loss of the network was not improved in 20 epochs,
the learning rate was reduced by a factor of 10. For the initialisation of the weights
of the convolutional layers, Kaiming initialisation [46] is applied. In this method, the
initial values are taken from a normal distribution described by Equation 5. We did not
use pretrained ImageNet [47] weights because we hypothesised that the objects in that
dataset are not representative of the subtle differences between our target classes.

N (0,
2

f an out
) (5)

Mixed Precision (MP) [48] was applied to reduced training time by increasing the
number of images that can simultaneously exist in memory, without losing accuracy.
This technique allows certain operations to be executed using 16-bit floating point pre-
cision instead of 32-bit floating point precision. Using VGG16, 46 images could be
processed per batch, while ResNet50 allowed for 51 images per batch. This was ap-
plied to run the number of experiments in a shorter amount of time.

3.5 Evaluation metrics

We report the accuracy, precision, recall, F1-score and F2-score. The F1-score concisely
summarises the precision and recall by computing their harmonic mean. Yet, the F1-
score assumes that precision and recall are equally important. The F1-score is a specific
case of the more general Fβ function, see Equation 6, where β can be chosen so that
recall is considered β times as important as precision. In contrast to β = 1, β is typically
defined as 0.5, which favours precision, or 2, which values recall.

Fβ = (1+β
2) · Precision ·Recall

(β 2 ·Precision)+Recall
(6)

3.6 Feature extraction capabilities

This section describes the two XAI techniques that will be used to analyse the learnt
features. First, CAMs are created to determine which characteristics of the foliage are
used by the classifier. Second, feature embeddings are visualised in order to find outliers
or analyse images with related feature vectors.
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Class activation mappings CAM algorithms mostly follow the same pattern, given
N feature maps An ∈ Ru×v, the CAM for class c can be defined as the weighted sum
∑

N
n=1 wn

c ·An where the choices of wn
c depend on the CAM algorithm used. For example,

GradCAM [40] defines wn
c as the global average pooling (GAP) value of the gradients

from the associated node yc in the last fully-connected layer with respect to the values
in the feature map, see Equation 7. Lastly, GradCAM also performs an element-wise
ReLU on the outputs of the weighted sum since only features that positively influence
the associated class are of interest.

wn
c =

1
u · v ∑

i
∑

j︸ ︷︷ ︸
GAP

gradients︷︸︸︷
∂yc

∂An
i j

(7)

Traditionally, CAMs are only computed at the last convolutional layer, as this layer
is known to have high-level semantics. However, as was pointed out in the state-of-
the-art, this layer is not the optimal choice to detect fine-grained features. Therefore,
this paper will take a similar approach as described in [43], namely, also evaluating
GradCAM on the shallow layers of the network. Regarding the VGG16 models, the
evaluation layers were chosen to be before the max pooling operations for a total of
five evaluation layers. This is based on the approach applied in [49]. In contrast, for
ResNet50, the evaluations are done before the number of feature maps increases, since
ResNet50 does not have intermediate pooling layers. This also results in five evaluation
layers and is supported by previous studies [43,50].

Visualising feature embeddings A common way to analyse images that a CNN re-
gards as related is by visualising a CNN’s embeddings. The output of a CNN’s last con-
volutional layer is often referred to as a feature embedding or vector. A trained CNN
classifier is optimised to find the features that are most helpful when discriminating be-
tween related classes. Unfortunately, these feature vectors are high-dimensional, mak-
ing them difficult to visualise. t-SNE (t-distributed Stochastic Neighbour Embedding)
[51] has been used to reduce the dimensionality of the feature vectors to two dimen-
sions, allowing visualisation. These plots can highlight outliers or anomalies that can
be further examined to determine the possible cause of misclassification. Before using
t-SNE, it is advised by the author of t-SNE to first use another dimensionality reduction
method when the data has more than 50 dimensions. In this research, the number of
dimensions was first reduced to 50 using Principle Component Analysis [52].

4 Experiments & Results

The following section describes all the experiments with the associated results. In ex-
periment 1 an ablation study is performed to explore how the image processing setups,
as described in section 3.2, affect the classification of individual leaves. Experiment 2
explores the two best classifiers from experiment 1 with GradCAM activation mappings
and feature embedding visualisations.



Identification of Potato Virus Y 11

4.1 Experiment 1: Ablation study

An ablation study was performed with ResNet50 and VGG16, three size adjustment
methods, a possible background removal procedure, and three value shift augmenta-
tions, for a total of 36 experimental setups. Training is done with 506 images of potato
plant leaves drawn from six healthy and six diseased potato plants. This set is balanced
with 253 healthy leaves and 253 PVY diseased leaves. An additional twelve potato
plants were used to sample 157 and 450 leaves for validation and testing respectively.
Models were trained for 200 epochs, but only at the epoch with the highest accuracy, on
the validation set, the model was saved. Each experimental setup is applied three times
to account for random weight initialisation. The mean and standard deviation of the ac-
curacy, precision, recall, F1, and F2 are reported. Recall and F2 are important because
false negatives should be minimised to ensure that all diseased plants are detected.

Table 2. The evaluation metrics for the best performing classifiers on the test set.

ResNet50

No Value Shift Accuracy Precision Recall F1 F2
Pixel interpolation
+ background removal 0.68 ±0.01 0.67 ±0.00 0.72 ±0.04 0.69 ±0.02 0.71 ±0.03

Padding pixels
+ background removal 0.70 ±0.14 0.72 ±0.12 0.68 ±0.18 0.69 ±0.15 0.68 ±0.16

Value Shift [-25, 25] Accuracy Precision Recall F1 F2

Pixel interpolation 0.75 ±0.04 0.74 ±0.05 0.79 ±0.05 0.77 ±0.04 0.78 ±0.04

Pixel interpolation
+ background removal 0.71 ±0.06 0.68 ±0.06 0.81 ±0.08 0.74 ±0.05 0.78 ±0.07

Value Shift [-50, 50] Accuracy Precision Recall F1 F2

Pixel interpolation 0.77 ±0.04 0.75 ±0.03 0.84 ±0.06 0.79 ±0.04 0.82 ±0.05

Border reflect
+ background removal 0.72 ±0.04 0.68 ±0.06 0.89 ±0.05 0.77 ±0.02 0.84 ±0.02

VGG16

No Value Shift Accuracy Precision Recall F1 F2

Pixel interpolation
+ background removal 0.65 ±0.03 0.62 ±0.02 0.83 ±0.05 0.71 ±0.03 0.78 ±0.04

Border reflect
+ background removal 0.65 ±0.02 0.62 ±0.02 0.81 ±0.05 0.70 ±0.02 0.76 ±0.0

Value Shift [-25, 25] Accuracy Precision Recall F1 F2

Pixel interpolation
+ background removal 0.70 ±0.05 0.68 ±0.07 0.80 ±0.15 0.73 ±0.06 0.77 ±0.09

Border reflect
+ background removal 0.67 ±0.04 0.63 ±0.03 0.84 ±0.04 0.72 ±0.03 0.79 ±0.03

Value Shift [-50, 50] Accuracy Precision Recall F1 F2

Pixel interpolation
+ background removal 0.70 ±0.04 0.67 ±0.05 0.85 ±0.18 0.74 ±0.05 0.80 ±0.12

Border reflect
+ background removal 0.68 ±0.01 0.63 ±0.01 0.90 ±0.03 0.74 ±0.01 0.83 ±0.02
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Table 2 shows the results of the six highest performing experimental setups on the
test set for both CNN architectures. Overall, the accuracy of the ResNet50 models is
higher than that of the VGG16 models. Further investigation reveals that, as value shift-
ing is applied more aggressively, the accuracies of the models increase. The results
clearly show that pixel interpolation outperforms the other size adjustment methods.

ResNet50 with value shifting on the interval [−50,50] and pixel interpolation yields
the highest accuracy at 0.77. Regarding VGG16, the accuracy scores are never higher
than 0.70 which is equivalent to the lowest performing ResNet50 model mentioned in
the table. Surprisingly, applying background removal negatively influences the ResNet50
models while having a positive impact on the VGG16 models.

When F2-scores are examined, similar trends can be seen, but when the two archi-
tectures are compared, ResNet50 does not appear to outperform VGG16; rather, they
appear to perform similarly. This suggests that the VGG16 models have difficulty classi-
fying healthy foliage. However, since the F2-scores are so similar the ResNet50 models
with the higher accuracy should be preferred.

4.2 Experiment 2: Feature extraction capabilities

The weights and outputs of the convolutional layers are qualitatively evaluated with
GradCAM and feature embedding visualisations. Since the dataset is relativity small it
is important to determine if the networks are extracting features similar to those used
by domain experts. Moreover, it provides a qualitative measure to evaluate the differ-
ences between the two CNN architectures. To avoid any selection bias, we chose to
analyse, for both architectures, the classifier with the highest accuracy on the validation
set. When examining the validation set results, we found that the highest performing
ResNet50 setup is pixel interpolation with value shifting [−50,50] while for VGG16 it
is border reflect + background removal with the same value shift.

Class activation mappings CAMs were computed using the GradCAM algorithm at
multiple layers in both the ResNet50 and VGG16 architectures, as described in section
3.6. Figure 3 provides a small sub-selection of the created CAMs. Each row shows the
CAM outputs of the same image at different layers of the network, from shallow to
deep. Although five evaluation layers were chosen (denoted CAM1 to CAM5) for both
architectures, only the first and third rows show the outputs at all five layers. The figures
in these rows make it apparent that in both architectures the CAM4 and CAM5 focus on
higher-level semantics. The second and fourth rows do not display these outputs as the
focus of this experiment is on fine-grained details such as leaf texture.

Regarding VGG16, it appears that, for diseased leaves, emphasis is correctly placed
on leaf texture. In Figure 3d the focus on the mosaic pattern is striking in CAM1. Figure
3b displays a similar pattern, albeit with less intense activations. Meanwhile, for healthy
leaves, CAM1 and CAM2 do not seem to have significant activation regions in Figure 3h.
In CAM3 the margin and midrib of the leaves are marked, most notably in Figure 3f.

With respect to ResNet50, activations are generally less localised in CAM1 and
CAM2 compared to VGG16. While, for diseased leaves, CAM1 seems to focus on the
texture of the leaves, in CAM2 and CAM3 the emphasis is less clear. In fact, in Figure
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3c CAM2 and CAM3 seem to focus on the textures of leaves in the background. Con-
sidering that experiment 1 has shown that the ResNet50 models perform worse with
background removal, this is to be expected. CAM3 seems to be of critical importance
for healthy leaf classification. In Figure 3g the leaf texture is strongly highlighted.

These results suggest that while for the VGG16 models the shallow layers (CAM1
and CAM2) perform texture extraction, for ResNet50 models these extractions are per-
formed at more intermediate layers (CAM3). Equally important, ResNet50 models sur-
prisingly highlight texture when detecting healthy leaves. Balanced against VGG16
models that extract these features with diseased leaves.

ResNet50

(a) Potato Virus Y

VGG16

(b) Potato Virus Y

(c) Potato Virus Y (d) Potato Virus Y

(e) Healthy (f) Healthy

(g) Healthy (h) Healthy

Fig. 3. GradCAM activation mappings of the ResNet50 model with pixel interpolation
and the VGG model with border reflect + background removal. The evaluation layers for
both CNN architectures are described in section 3.6. The first and third rows show the
activation mappings evaluated from CAM1 to CAM5 and the second and fourth rows
only show CAM1 to CAM3.

Visualising feature embeddings Figure 4 presents the t-SNE distributions obtained
from the feature embedding of the ResNet50 and VGG16 model. The data show that,
for both architectures, only one or two clusters can be observed. Both plots have a
large cluster in the middle with mostly diseased leaves. In the ResNet50 model, a dense
cluster of healthy leaves can be seen in the top right. Similarly, the VGG16 model forms
a small healthy cluster in the upper left, albeit less differentiable from the larger cluster.
In addition, while the healthy leaves are dispersed around the cluster borders in Figure
4a, healthy and diseased instances are intermingled in Figure 4b.
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(a) Resnet50 (b) VGG16

Fig. 4. t-SNE distribution of the embeddings from the ResNet50 and VGG16 classifiers
with the test set. Green denotes healthy leaves and red denotes PVY diseased leaves.

Figure 5 provides a better insight into the difference between the clusters from the
ResNet50 model. This figure shows the scatterplots with the CAM3 image instead of the
data point. CAM3 was chosen as this layer showed a high focus on texture details. As
this figure shows, there is a significant difference in activations between the two clus-
ters of the ResNet50 model. The small cluster of healthy leaves clearly shows intense
activations while the bigger cluster shows relatively low activations. Interestingly, the
activations of the healthy leaves in the big cluster differ greatly from those of the small
cluster. This figure also provides additional evidence that the results for ResNet50, dis-
cussed in section 4.2, generalise across the entire test set.

Fig. 5. t-SNE distribution of the embeddings from the best performing ResNet50 clas-
sifier. CAM3 images are shown instead of the data point. The green and red ellipses
denote the clusters from Figure 4a.
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To gain a better understanding of why the ResNet50 model reacts differently to
healthy leaves found in the large cluster, it may be useful to identify which plants
the leaves belong to. Figure 6 shows the same scatterplots but with a different colour
for each of the three healthy plants in the test set. This visualisation clearly shows
the boundary between the two clusters. In fact, our analysis revealed the two plants
that belong to the large cluster are almost all misclassified as diseased by both mod-
els. This explains why in experiment 1 the accuracy scores of ResNet50 and VGG16
differed while the F2-scores were similar. However, this result seems to indicate that
the ResNet50 models are better at separating healthy plants from diseased plants since
healthy instances are less intermingled. Examining the two misclassified healthy plants
(see Figure 7) revealed that the images contained considerably more sunlight. Although
we augmented the images with value shifting to counteract this, it may not have been
able to match the harsh sunlight from these specific images.

(a) Resnet50 (b) VGG16

Fig. 6. t-SNE distribution from Figure 4 but with a separate colour for each healthy
plant.

(a) Plant 1 (b) Plant 2

Fig. 7. Misclassified plants from the test set
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5 Discussion, Conclusion & Future Work

This section sums up the paper by interpreting the results, formulating conclusions and
proposing future work.

5.1 Discussion

In summary, this study mainly consists of two experiments, namely, classification and
feature extraction capabilities.

In the first experiment, images of potato plants were tiled into their individual
leaves. These tiles were used to train ResNet50 and VGG16 networks with a variety
of experimental setups. These setups included image processing techniques such as ar-
tificially changing the brightness, removing the background of the leaves using segmen-
tation masks, and adjusting the size of the images with, for example, pixel interpolation.
The models showed the best results when brightness alteration was applied. ResNet50
showed the best overall performance with pixel interpolation. For the other size adjust-
ment techniques the variation in texture of the leaf in relation to its size is probably in-
fluencing generalisability. An unexpected finding was that ResNet50 models performed
worse when the background of the leaves was removed. This could indicate that infor-
mation is retrieved from the background. For instance, as indicated by the CAMs in
Figure 3, the best performing ResNet50 model also focuses on the leaves located be-
hind the leaf of interest. Meanwhile, because the background leaves are mostly out of
focus, one might expect these features to be unimportant. These results are a possible
indication that lower resolution images could also yield acceptable results. However,
given the small size of the dataset, this could also be a clear sign of overfitting. A pos-
sible follow-up experiment could investigate which specific instances are misclassified
when background removal is enabled.

In the second experiment, the features extracted by the best performing classifiers
were evaluated. CAMs show a focus on regions similar to those used by domain experts.
Feature embedding visualisations show that for both ResNet50 and VGG16 the diseased
leaves form a cluster with the leaves of the misclassified healthy plants. Interestingly,
the misclassified images contained a lot of sunlight. This is somewhat surprising since
the brightness shifting operation was specifically introduced to address the issue of
different lighting conditions. Although brightness was shifted during training, it may
not have been matching the harsh sunlight from these specific images, but there are
other possible explanations. First, it could be that the CNNs learnt to focus on sudden
alterations in colour instead of the texture. In order to better understand the focus of
these networks, a future investigation might consider to also change the colour of the
images during training. Second, based on discussions with domain experts, we found
that if a plant is diseased, it does not necessarily follow that all branches of the plant
are diseased. However, since the dataset was labelled per-plant, the labels for a plant’s
leaves all have the same class. When asking a second domain expert to provide ground
truth labels for 130 leaves we found that 32 labels mismatched our current ground truth
labels. The training process may have been adversely affected by this and may impact to
model’s ability to generalise. Therefore, care must be taken when drawing conclusions
regarding, for example, the best performing preprocessing setup.
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In general, further research is required to establish whether the promising results
of this paper also generalise when the models are applied to a test set of bigger size.
Furthermore, although this study has focused specifically on potato plants relatively
late in the growth process, it is still unknown whether this methodology yields feasible
results when plants are in an earlier growth stage.

5.2 Conclusion

This study set out to determine how well RGB images of potato plants could be clas-
sified as healthy or potato virus Y. Based on the evidence presented in this paper, it is
possible to conclude that the ResNet50 architecture outperforms the VGG16 architec-
ture in terms of overall performance. The results indicate that images should be size-
adjusted using pixel interpolation. Furthermore, the brightness should be artificially
altered during training to improve generalisability to various lighting conditions. This
methodology produced an average accuracy and F2-score of 0.77 and 0.82 respectively.

The second aim of this study was to investigate which features are extracted from
the images by the deep learning models. This study has found that models either put
emphasis on the margins and midrib of the leaves or the overall texture. For ResNet50
models, the emphasis on texture is mainly evident with healthy leaves, while for VGG16
models, it is observed with diseased leaves. The focus on these fine-grained texture
details is consistent with the features that domain experts use to classify plants with
PVY. However, it is difficult to draw decisive conclusions from these qualitative results,
as the test set is relatively small.

While the size of the dataset limits the generalisability of the results, this approach
provides new insight into the potential of using RGB data to perform this classification.
Follow-up research, with a larger dataset, should be conducted to verify our claims
regarding the performance of our proposed preprocessing setup. In the previous publi-
cations, hyper-spectral data was often used to classify PVY. The results of this research
support the idea that farmers can be aided in the potato plant inspection process in a
more cost-effective manner using less sophisticated vision setups.

5.3 Future Work

While the discussion section already suggested a few potential directions for future re-
search, this section will focus on outlining the key characteristics a potential new dataset
should have. First, the number of healthy and diseased plants, as well as the number of
annotated leaves, must be balanced when creating a dataset. In this paper, this balance
was applied manually, but once datasets grow bigger, this becomes unmanageable. A
potential solution is to perform a random selection and balancing afterwards. For exam-
ple, by selecting a subset of leaves for a selected plant. The second difficulty is dealing
with different lighting conditions. Although this study found that changing the bright-
ness artificially improved performance, it also found that classifying images with a lot
of ambient light was difficult. The performance will likely improve if the lighting condi-
tions are always the same, or when the lighting conditions for both healthy and diseased
instances are balanced. Third, as noted in the discussion, domain experts commented
that when a plant is diseased, not necessarily all branches are diseased. Therefore, it
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could be preferable to provide a label per leaf rather than per plant. More broadly, fu-
ture studies could incorporate an object detection model to automatically detect the
leaves, eliminating the need to manually annotate them.
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